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I. INTRODUCTION

For such an eye-catching area of mathematics, Julia sets,
and the fractal-like structures they express, remain limited in
application. Its captivation of mathematicians and physicists
is largely due to their ability to generate infinitely complex
shapes from a simple recursion. In general, the field of fractal
geometry has applications in the natural sciences [1], cell
biology [2], and computer graphics [3]. While it is still early
to determine where Julia sets in particular fit into broader
fields of math and physics, their status as an interesting
phenomenon is sufficient motivation for exploration. We begin
with a discussion of the mathematical foundation of these sets
as originally proposed by Gaston Julia [4].

II. MATHEMATICAL BACKGROUND

Let f(z) be a complex function such that f : C∗ → C∗. We
adopt the notation C∗ for the Riemann sphere (C

⋃
{∞}), and

require f be analytic (infinitely complex differentiable) [5].
f(z) can be recursively applied on a set of starting points in the
form of zn+1 = f(zn). This results in a “filled” Julia set which
are the points JR(f) which from the repeated application of
zn+1 = f(zn) have that zn 6→ ∞. The actual Julia set J(f)
is the set of points which outline the “filled” region of JR(f),
but this distinction will not be important to us in this project.

The initial set of starting points for the visualization of J(f)
is a 2D grid of (x,y) coordinates where each point represent
a complex value, i.e. z = x + iy. The recursive relationship
is applied individually to each point on this grid for some
number of cycles. A cutoff point is used to determine with
relative accuracy whether each point (x,y) will diverge to
infinity, or otherwise it is part of the Julia set. By coloring the
points based on whether they diverge under the application of
f(z), we can visually see what points lie within the set. More
complicated procedures can be taken to give greater detail on
the divergence, such as coloring points base on their rate of
divergence.

III. TECHNICAL APPROACH

There is a clear opportunity for parallization in this problem
as each point in the 2D plane is independent. This means
the application of f(z) on each point can be applied simul-
taneously. It also implies that the 2D plane can be trivially
subdivided, and no one machine/thread need work on the
entirety of the grid. The simple divisibility of the problem
makes a Message Passing Implementation a natural choice.
It also allows the user of the software to specify an initial
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Fig. 1: juliaset.c control flow.

processor geometry, allowing the program to consume as much
or as little compute as needed for the problem.

For example, if the user provides an input grid geometry of
1000x1000 and a processor geometry of 10x10, each processor
can simultaneously compute 100x100 regions at the same time.
A single processor acts as the master which first distributes the
starting conditions z0 and then collates all of the individual
100x100 grids when the operation is complete. While this is
a toy example, it underscores the simple divisibility of the
problem across multiple cores as specified by user arguments.

The program is written in C with the openmpi library for
cross processor communication. I had considered the use of
a GPU’s mass thread parallelism for this problem at first, but
decided against it for the following reasons:

1) It would result in a hard-cap on performance due to it



being a single device (at least without GPU-MPI hybrid).
2) I want the program to be as general as possible in terms

of acceptable user provided functions f(z). A lot of the
optimization offered by GPUs is the ability to manipulate
rows of threads simultaneously, which is more difficult
for highly specialized functions.

3) Separate memory spaces offered by an MPI model may
be important if the user wishes to save periodic “frames“
which represent the evolution of the Julia set over time.

My implementation follows the pseudo-code presented in
Algorithm 1. We let S be the x/y size of the simulation
grid, E be the escape condition (when we consider a point
divergent), R be the x/iy region of the complex plane we wish
to simulate, I be the max number of iterations, ‘map’ be the
complex map being applied, and an N grid of processors. A
high level description of the tools to implement this algorithm
are provided are in Section IV, with a brief description of the
code given in Section V. Instructions to build the project are
described in Section VI.

Algorithm 1: High level Message Passing Interface
algorithm for generating Julia Sets. A single processor
is used to initialize a grid, of size specified by the user,
of complex doubles. This grid is distributed to a set of
N processors, who compute the Julia set on the given
sub-grid. The result is then collated back into the parent
process from the N subproccesses.

# N processors enter with id of ’rank’
if rank == 0 then

grid = Array of S complex doubles
img = Array of S uint8
map region R of C to grid
Distribute S/N sub-grids of grid to N processors

end
sub-img = S/N image grid of uint8
iter = 0
for (x,y) point in S/N sub-grids do

while abs(x+iy) < E and iter < I do
(x,iy) = map((x,iy))
iter++

end
if iter == I then

img[x,y] = 0;
else

img[x,y] = it % 256
end

end
if rank == 0 then

Collect sub-img from N processors into img
end

IV. DELIVERABLES

Numerous tools already exist for the generation of Julia sets,
though I will make the following improvements in this project
[6]. While the canonical choice of f is f(z) = z2 + c, c ∈

C, and these produce some of the most interesting results,
I will expand my tool to accept an arbitrary function. It is
also useful to generate “ranges” of J(f), for example c =
0.7885eia, a ∈ [0, 2π]. This program will allow the user to
specify these ranges for constants given in f(z). A user can
also specify an arbitrary grid geometry and region of complex
plane to map to this grid, thus reaching higher detail than
simpler tools. Similarly, the user can provide a number of
processors on which the problem will be subdivided. Finally,
the number of iterations of the program along with the “cutoff”
for divergence will be user specified. A simple Python tool for
visualizing results will also be provided. A brief description
of the submitted code is now presented.

V. SUBMITTED CODE

A. juliaset.c

This is the main driver of the program. It follows the
execution path laid out in Figure 1. First, the command
line arguments are parsed calling parse_cmds through the
process described in V-D. This recovers the inputted number
of processors, max iterations, escape condition, region of the
complex grid, and size of the geometry to simulate. All these
initial values are stored in control ctrl, which keeps
these elements of the program state for the whole execution.
MPI_Init is called to begin the MPI execution environment.
At this point we begin specifying individual behavior of
processes using their associated rank. For this example I let
np be the number of processors allocated to this MPI job.

Note: it is true that the execution as started from main()
is run by all np processors, they are not able to communicate
until the MPI_Init call, so I still label the parse_cmds
call as being N = 1. I am more concerned here with labeling
the truly parallel parts of the actual Julia Set computation.

After the arguments are parsed, the initial conditions are
computed by the processor of rank 0. This involves spawning
a grid with type complex double of size specified by the
user at runtime. The region of the complex plane specified by
the user is mapped to this grid using an equal spacing between
each point. This allows the user to, for any grid size, modify
the density of the region being computed (can get a wider
picture by increasing the size of complex plane considered, or
increase granularity by specifying a smaller region). This is
accomplished by a call to init defined in Section V-C.

At this point the initial conditions are ready to be distributed
to the subprocceses to compute the Julia Set. This is the
N = np region labeled in Figure 1. In juliaset.c this is
accomplished by calling distribute_ic, again outlined in
V-C. The initial grid is subdivided into equally sized subgrids,
which are then passed with MPI to the np processors as their
own computation ‘pad’.

When this is complete the processors can begin computing
the Julia Set in parallel, which is accomplished with a call to
simulate. This iteratively applies the complex map, which
has been defined in V-B. Details of this process can be found
in Section III. Each processor is left with a grid of uint8_t
which represents a ‘coloring’ of a particular point of the Julia



Fig. 2: Static image generation example using f(z) = z2 +
0.355534− .337292i. The process for generating this is described in
Section VI-B1.

Set. This coloring is based off the divergence of the point
within the complex grid.

Once each of the np processes has completed, the sub-
grids of uint8_t are collated back onto the processor which
has rank 0. The sub-grids are pieced together in the same
position that the initial condition was distributed from. This is
accomplished with the call to collate.

Finally, the pieced together image is written to a file. This
file is a grid of uint8_t values of the same size as the initial
complex grid specified by the user. In Section V-F, a program
for extracting an image from this is presented.

B. map.c and map.h

These files contain the complex mapping as the user spec-
ifies. The single function map takes a constant complex
double as well as a varied input z. The value of z is the
point on the complex grid we are simulating. The function
returns the mapped value, f(z, c).

C. grid.c and grid.h

This file preforms the majority of computation and distri-
bution for the Julia Set computation. A description of the
functions are now given:

1) init: Processor 0 initializes a grid of complex
double based on the size of the region of the complex grid
given by the user. The user has specified a value R, which
results in the [−R,R], [−Ri,Ri] region of the complex plane
being mapped to this grid. A pointer to the complex grid is
returned.

2) pad_alloc: This allocates a ‘computational region’
for a single processor. Such a region is used to receive a
sub-grid of the initial complex grid and apply the complex
mapping. Each processor calls this function, and the size is
proportional to the subdivision of the initial grid.

3) img_alloc: This is similar to the above, except used
for the final output which records the divergence of the points
in the complex grid. This sub-grid is returned to processor 0
which collates them into the complete image.

4) distribute_ic: Processor 0 will copy its subregion
of the complex grid directly to its ‘computational pad’. No
MPI is needed here as processor 0 holds both the initial con-
ditions and its own grid. Processor 0 will then distribute with
MPI_Send the corresponding region of the initial conditions
to each respective processor. All of the other other processor
ranks besides 0 will then MPI_Rec to get the the initial
conditions for its own ‘computational grid.’

5) simulate: This is where the actual Julia Set is gener-
ated. Each processor has its pad, which is a grid of complex
double which is a portion of the total grid we are simulating.
The pad has the initial conditions already distributed to it in the
distribute_ic step. The complex mapping defined in V-B
is applied iteratively up to a maximum number of iterations
specified by the user. If the absolute value of the complex
value exceeds the escape condition, the number of iterations
is recorded in the image pad (the grid of uint8_t). Once
every point has either escaped or met the maximum number
of iterations, the image computation is completed.

6) collate: The image sub-grids which have been com-
puted by each processor are collated back to processor 0 which
assembles them into the complete image. This image is of
equal size to the initial complex grid, but is of type uint8_t.
This can be processed into an image in Section V-F.

D. cmdl.c and cmdl.h

This file handles parsing the command line arguments from
the user using the getopt.h package. There is nothing of
great importance here.

E. control.h

The control type is defined which holds program state
variables like, grid size, region of complex plane, escape con-
dition, max iterations, and conditions of dynamic execution.

F. view.py

This is a standalone program for processing the bi-
nary dumps that juliaset.c program outputs. In python,
the input file specified by the user which is read with
np.fromfile. The image array of uint8_t is then re-
shaped in python based on the specified inputted geometry
from the user. Using PIL we convert the array using a map
of colors provided by matplotlib to an image. This image
is then written to a file with name specified by the user.



Fig. 3: A subset of image generated for f(z, c) = z2 + .7885 ∗ eic for c ∈ [0, 2π]. Frames 50 through 67 are shown here (read left to right
top to bottom). The evolution of the Julia Set can be observed through this process of varying the value of c, and the tool here makes this
process simple. Higher resolution can be accomplished by decreasing δ (the offset of c each iteration).

VI. COMPILING AND RUNNING

A. Compilation

A make file is provided along with the code named
Makefile. If mpicc is correctly sourced then all that needs
to be done to build the project is run make. However, if
running on Expanse calling ./modmake.sh will source the
appropriate modules then build the project as before.
view.py requires no compilation, but depends on PIL,

numpy, glob, natsort, and matplotlib packages. It
will be run with python3.8, though untested, should work
with just about any version of python.

B. Running

There are two major options for running the compiled
juliaset binary: static or dynamic mode. Static mode will
generate a single image for a given mapping, while dynamic
will generate a set of images while varying the constant
argument, c, to f(z, c). These command line options are
supported:

-d <none> [enable dynamic mode]
-l <double> [low const value]
-h <double> [high const value]
-t <double> [delta]

-i <int> [max iterations]
-n <int> [number of processors]
-s <int> [grid size]
-r <double> [complex plane size]
-e <double> [escape condition]
-o <string> [output file]

The -d flag enables dynamic mode, which relies on -l, -h,
and -t. The use of these values are described in VI-B2.

In both cases the python view.py script is used to create
a representation of the final result. This script accepts a folder
and a geometry. All of the binary dumps in the provided folder
are read according to the provided geometry and the resultant
image is written to the original file.

1) Static Generation: The most simple use case of
the program, static image generation, is demonstrated
in Figure 2. This image was generated using the
juliaset-slurm-static.sb which can be ran on
expanse with sbatch juliaset-slurm-static.sb.
This relies on the existence of a directory called single,
where a single file jset_output_0 is placed.

The underlying command being run here is mpirun -n
16 ./juliaset -i 1000 -n 16 -s 4096 -r 1.3
-e 3 -o "single/jset_output". This launches the
juliaset binary with 16 processors, a grid size of 4096×
4096, a [−1.3, 1.3], [−1.3i, 1.3i] region of the complex plane
is mapped to this grid, an escape condition of 3 is used, and
the output file is written to "single/jset_output".
jset_output_0 is then placed in the single di-

rectory created by the user. We are then ready to apply
view.py to processor the binary dump into an image rep-
resentation. This is accomplished by running python3.8
view.py "single/*" 4096. This will place the im-
age representation of single/jset_output_0 into
single/jset_output_0.png.

In this example, we have considered a function f(z) =
z2 + 0.355534 − .337292i which was compiled in map.c.
The output of this process is visualized in Figure 2. This
demonstrates the pipeline which can take a fixed function f(z)
and translate it to an image representation of its Julia Set.
While there is little I can offer in the interpretation of the



result, it is striking and remarkable its generation is the result
of such a simple mapping.

2) Dynamic Generation: As well as generating single im-
ages, juliaset is equipped to handle mappings with an
input constant which ranges between two values. This is a
function f(z, c), where c is some constant for a respective
mapping, but may be modified with successive iterations of
the program. Dynamic mode is enabled with the -d flag,
which then requires that the user input three doubles (through
the -l, -h, -t flags). The -l denotes the starting value
for c, bounded by -h which denotes the maximum value for
c. Finally, -t denotes the delta (δ), which is used as an
increment. In other words, juliaset binary will continue
generating sets using the mapping f(z, c), where c ranges from
the lower bound to the upper bound each iteration applying
c+ δ.

I will consider the function f(z, c) = z2+ .7885∗eic which
is compiled in map.c. The program is launched with the
script specified in juliaset-slurm-dynamic.sb which
runs the command mpirun -n 16 ./juliaset -d -i
1000 -n 16 -s 512 -r 1.3 -e 3 -l 0 -h 6.28
-t .05 -o "out/jset_output". We are running the
program with 16 processors, a max number of itera-
tions of 1000, a grid size of 512, and complex plane of
[−1.3, 1.3], [−1.3i, 1.3i], an escape condition of 3, a low
value of 0, a max of 6.28, a δ of .05, and write to
"out/jset_output". This relies on the existence of the
out file. This will generate a set of binary dumps for each
position of c, offset by δ each time, bounded by l and h, and
place them all in out.

Note: running the dynamic script relies on a map() which
uses the ‘dynamic’ variable. This is labeled in map.c and
must be uncommented and recompiled to use!

To process these results we run python3.8 view.py
"out/*" 512, which processes all files in the directory and
places the image results alongside them. A subset of these
images is shown in Figure 3. If the user wishes to increase
the resolution between frames this can be accomplished by
decreasing the value of δ. The results can be viewed directly
as images to find points of interest, or animated together to
view the evolution of sets over a range of inputs.

VII. PERFORMANCE

We study the performance of our MPI Julia Set generator
by varying both the number of processors, as well as the input
grid geometry. This will give us an understanding of how well
our algorithm scales (i.e. does doubling the processor count
halve the execution time), and at what input grid size does the
overhead introduced through the MPI implementation become
negligible. The configuration of the application with associated
scripts is discussed in VII-A, with a presentation of results
VII-B.

A. Configuration

The slurm script used for these tests are given in
julia-slurm-pscale.sb. The size of the input grid is

Fig. 4: 4096×4096 Julia Set generated with f(z) = z2− .79+ .15i.
This function is used to generate the same set at a set of processor
geometries (1 × 1, 2 × 2, 4 × 4, 8 × 8, 16 × 16, 32 × 32), as well
as at a number of grid sizes (32 × 32, 64 × 64, 128 × 128, 256 ×
256, 512 × 512, 1024 × 1024, 2048 × 2048, 4096 × 4096, 8192 ×
8192, 16384× 16384). This allows us to study in VII how well our
algorithm scales, as well as the MPI overhead we have introduced
(at what size geometries it is beneficial to use MPI).
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Fig. 5: Performance scaling on all grid size geometries. The square
root of number of processors is used as the total processor count is
varied by cubes of 2, and as a result is easier to visualize here. All
of the input grid geometries are shown, the time it takes to complete
the computation, and the current processor geometry.
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Fig. 6: Performance scaling on all grid size geometries. The square
root of number of processors is used as the total processor count is
varied by cubes of 2, and as a result is easier to visualize here. Only
grid sizes up to 4096× 4096 are shown so that we may understand
the behavior of smaller grids.

varied to be one of (32×32, 64×64, 128×128, 256×256, 512×
512, 1024 × 1024, 2048 × 2048, 4096 × 4096, 8192 × 8192).
For each grid, the processor geometry is varied through
(1× 1, 2× 2, 4× 4, 8× 8, 16× 16, 32× 32). This will allow
us to test the non-parallel case N = 1 processors, up to
N = 1024 processors. The grid size varies from 1024 complex
doubles at 32× 32, where we expect the overhead of MPI to
dominate performance, up to 67108864 complex doubles at
8192 × 8192, where we expect performance to improve the
most with parallelization.

The program is configured with the following function at
compile time:

f(x) = z2 +−.79 + .15i

A single run is performed with a grid size of 4096 × 4096
which is visualized in Figure 4. We set as a maximum number
of iterations of the algorithm to be 10000 which bounds the
number of applications of f(z) before a complex value is
cutoff and determined divergent. The escape condition is set
to 3.0, which in early experimentation seems to be a good
balance between quickly determining if a value is divergent
and correctly determining if that value is divergent. The
provided grid size is mapped to the ±1.3,±1.3i region of the
complex plane, which seems to constitute the most interesting
region of the Julia Set. The results of the batch script are now
examined.

B. Results

The results of this scaling study is presented in Figure 5.
The most revealing of input grid geometries is 16384×16384.
When using a single processor (i.e. the non-parallel case),

performance is poor, it takes 190 seconds to complete the
simulation. With the introduction of MPI in the N = 4 proces-
sor case, performance is roughly 3× improved. Performance
continues to asymptotically decrease towards 20 seconds.
This appears to be the maximum amount of performance
we can gain given the MPI overhead. A similar pattern is
observable in an input grid of 8192×8192, where performance
is dramatically increased as MPI is used to parallelize the
simulation. The advantage over the serial algorithm (N = 1)
is apparent, but it is also not necessary to use large processor
geometries like 32× 32.

To study smaller input grid geometries we focus on a subset
of input grids in Figure 6. As before, the introduction of MPI
results in an immediate performance increase for 4096×4096
and 2048 × 2048. Fairly quickly however, the introduction
of MPI reduces performance in both these cases. This effect
is even stronger in the 128 × 128, 256 × 256, 512 × 512,
and 1024× 1024, where performance begins declining almost
immediately after the N = 2 case (though the point at which
performances begins dropping as processors increase depends
on the size of the input grid).

VIII. LIMITATIONS AND FUTURE WORK

There are some drawbacks of this implementation that could
be improved in future iterations. These are mostly quality of
life issues, and were pushed to the side to get a more capable
program but are still valuable:

1) The inputted number of processors must be square so
that the computation grid can be easily sub-divided and
mapped to a single processor. This made the implemen-
tation slightly more straightforward in terms of avoiding
ugly rounding. While this is a clear limitation I focused
on implementing more interesting features rather than
focusing on this.

2) The grid size in each direction must be a multiple of
the processor grid in that same direction. This is again
for the sake of simple subdivision and can be avoided
by spending some more time on the subdivision code.
Grid sizes must also be square as a result, which is not
a significant limitation but ideally this should be able to
accept arbitrary geometries.

3) Command line parsing could provide more useful and
descriptive error messages. This makes the code a little
more difficult to use, but this document should alleviate
that somewhat.

4) I would have liked to use some performance analysis
software like TAU. However, while simple to use on
comet with module load tau I could not find such
a simple solution for running this software on Expanse.
This may have been my failing though.

IX. CONCLUSION

In this paper I have presented a program for estimating Julia
Sets in high resolution in parallel. A Message Passing Interface
is used to accelerate the computation. The user can specify
an arbitrarily large grid, the region of the complex plane we



wish to simulate, and divergence conditions under the complex
mapping (which has been provided at compile time). Images
can be generated in ‘static’ mode, where a simple mapping
f(z) is used to generate a simple image, and ‘dynamic’ mode,
where a mapping f(z, c) is used while varying c across a range
of values. Instructions to build the project and slurm scripts
for running for generating images is provided. I have also
provided a tool for the interpretation of the results generated
by this program.
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